UNIVERSIDADE DE SAO PAULO

Instituto de Ciéncias Matematicas e de Computacio

Lot-Sizing and Furnace Scheduling in Small
Market-Driven Foundries
~ Silvio A. de Aratjo
Marcos N. Arenales
Alistair R. Clark

N° 68

USE

&

e Sy

Sao Carlos - SP




UNIVERSIDADE DE SAO PAULO

Instituto de Ciéncias Matemaéticas e de Computacéo
ISSN 01032577

Lot-Sizing and Furnace Scheduling in Small
Market-Driven Foundries

Silvio A. de Araujo

Marcos N. Arenales
Alistair R. Clark

N° 68

NOTAS

Série Computacio

S3o Carlos — SP
Fev./2003



Araujo, S. A., Arenales, M. N. and Clark, A. R., Lot-sizing and furnace scheduling in small market-driven foundries,
Technical Report 68, ICMC-USP, 2003.

Lot-Sizing and Furnace Scheduling in Small Market-Driven Foundries

Silvio A. de Araujo
Universidade Estadual de Maringa
Departamento de Informética
87020-900, Maringé-PR, Brazil.
Email: Silvio@din.uem.br

Marcos N. Arenales
Universidade de S&o Paulo - Campus de Séo Carlos
Instituto de Ciéncias Matematicas e de Computaggo
Caixa Postal 668, 13560-970 Sdo Carlos SP, Brazil.
Email: Arenales@icmc.usp.br

Alistair R. Clark
Faculty of Computing, Engineering and Mathematical Sciences
University of the West of England
Bristol, BS16 1QY, England.
Email: Alistair.Clark@uwe.ac.uk
Fax +44 (0) 117 328 2724

Abstract: This paper researches a lot-sizing and scheduling problem encountered in small market-
driven foundries. There are two related decision levels: (1) the furnace scheduling of metal alloy
production, and (2) moulding machine planning which specifies the type and size of production
lots. A mixed integer programming (MIP) model is proposed for this lot-sizing and scheduling
problem and a solution method developed based on local search methods: simple local search,
diminishing neighbourhood search and simulated annealing. The production planning is carried out
using a rolling horizon schedule where only immediate-term schedules are implemented. The
results of computational tests are analysed and compared with those obtained using a commercial
MIP software solvers.

Key words: lot-sizing and scheduling, meta-heuristics, mixed integer programming.

Resumo: Neste artigo ¢ investigado um problema de dimensionamento de lotes € programagéo da
produgdo encontrado em fundigdes de mercado. Existem dois niveis de decisdo relacionados: (1) a
programagdo dos fornos, ou seja, a programagéo das ligas metélicas e (2) o planejamento do setor
de moldes, o qual especifica os lotes de produ¢do. Um modelo de programagdo inteira misto €
proposto € um método de solugdo desenvolvido, o qual é baseado em buscas locais: busca local
simples, redugdo de vizinhanga e simulated annealing. O planejamento da produgéo € feito usando a
estratégia de horizonte rolante, em que somente as decisdes imediatas sdo implementadas. Testes
computacionais foram realizados com o objetivo de comparar o desempenho das buscas locais com
um pacote de otimizago.

Palavras-chaves: Dimensionamento de lotes e programag¢do da produg¢do, meta heuristicas,
programagdo inteira mista.



1. Introduction

Foundries are common in every region of Brazil, producing many types of item, ranging from
simple ones for domestic use to sophisticated parts for the automobile and machine tool industries.
According to the Brazilian Foundry Association [1], the sector is growing rapidly, having produced
over 9,000 tonnes a day in 2003 and currently directly employs about 50,000 people.

Foundries can be classified as either captive or market-driven. The former are part of large
companies, such as car manufacturers, who totally absorb the foundry production, composed of
large quantities of a small number of parts with relatively stable demand. On the other hand,
market-driven foundries are generally small or medium sizes companies that nevertheless produce a
huge range of items with vastly varying demand. While captive foundries use a small number of
different metal alloys, market-driven foundries need to work with a wide variety of alloys due to the
diversity of their clients. This paper focuses on the problem of planning and scheduling production
in such small market-driven foundries.

Research literature reviews of production planning & scheduling (PPS) problems include [2-
10]. However, there is little published research on foundry PPS, and even less concerned with
market-driven foundries. [11] studied the PPS problem in small and medium-sized foundries, while
[12] researched PPS in a large captive foundry. The papers by [13] and [14] are also related to large
foundries, but deal specifically with the problem of job sequencing on machines. Most research
papers on the issue are concerned with production scheduling in large steel plants. By their nature,
such plants do not have moulding sections since they produce steel sheets, of varying sizes and
type, in rolling machines with cylinders that are configured in line the sheet specifications. [15]
published a review of research on PPS in steel production, while a variety of papers have studies
practical problems found in large steel plants, including [16-23].

In this paper, we propose a PPS optimization model that differs from conventional lot-sizing
models in that, although it is possible to form lots and produce end-items in advance of demand,
only a single one alloy can be produced in each period (furnace cycle) and cannot be stocked. This
situation defines a very particular 2-level scheduling problem.

An initial attempt to optimally solve the resulting mixed integer programming (MIP) model
using advanced optimisation software was not successful. To try to overcome this, a rolling horizon
solution strategy was developed, but still the software was unable to cope. The relax-and-fix
heuristic approach [24] was then applied on a rolling horizon basis, giving good results. Relax-and-
fix involves the solution of a sequence of partially-relaxed MIPs, each one with just a reduced set of
binary variables whose number is small enough to obtain optimal solutions. As the horizon rolls
forward in time, each set of binary variables is permanently fixed at their solution values. For

comparison, three methods involving neighbourhood search on the reduced set of binary variables



were developed, namely, simple local search, diminishing neighbourhood search and simulated

annealing. Computational tests comparing all the methods are presented and analysed.

2. Problem Definition

A key process in a foundry is the transformation of iron ore and scrap metal into alloys with
specified levels of carbon, silicon, zinc, etc, that determine its physio-chemical properties such as
brittleness, resistance to corrosion, etc. The alloy, still in a liquid state, is then poured into moulds,
normally made of sand and resin, and cools to produce the final item. These two processes, alloy
production and item moulding, must be jointly scheduled.

In small foundries, a single furnace is usually operating at any time, so that only one alloy can
be produced in each period. This is different from medium-sized or large foundries where several
furnaces can be in operation simultaneously, enabling the production of several alloys in the same
period [12]. Furthermore, in small foundries, the preparation of sand moulds is a manual process
which, although carried out beforehand, does not have to be scheduled since the production
bottleneck is in fact the furnace. This contrasts with automated foundries, where multiple moulding
machines of varying capacity and efficiency have to be scheduled. In this case, the bottleneck
could be either mould preparation or the furnaces.

Figure 1 illustrates the main activities in a market-driven foundry. Clients randomly and
spontaneously submit orders specifying the item type, quantity and alloy. The Production Planning
department negotiates a delivery date with the client, often agreeing unachievable dates that resuit
in delivery delays and possible loss of future business from the client. Thus the minimisation of
delivery delays is one of the principal concerns of the foundry company.

Each day, the Production Planning department specifies which alloys and items should be
produced and informs the Furnace and Moulding sections of its decisions. The scheduling takes
into account the order due in the following days as well as delayed orders. Some orders are given
priority, depending on the importance of the client or the pressure exerted.

In each furnace load, an alloy is produced and then poured into previously prepared moulds.
Excessive alloys changeovers are undesirable and so setups are important, but their nature is not,
however, sequence-dependent. After the cast item has cooled, it is deburred and then made ready

for delivery.



3. Mathematical Model
We now propose a mixed integer programme (MIP) to model the problem described above. As

mentioned previously, the production bottleneck is the furnace, since all moulds are prepared

beforehand in line with demand. The following notation is used:

Indices:

Data:

k=1,..,K alloys; i=1,..,N items; t=1, .., T periods.

Cap

h;
+

h it

Sk

Sty

Capacity of a single furnace loading

Number of furnace loadings per day

Physical weight of item i

Demand for item i in period ¢

Set of items i that use alloy & (each item uses one and just one alloy.
Thus {1, .., N} = S(V) v ... u S(k) and S(h) N S(j) is empty for all hsf
Backorder penalty for delaying delivery of a unit of item i in period ¢
Inventory penalty for carrying a unit of item J in period ¢

Setup penalty for alloy &

Setup time for alloy £ (i.e., the loss of capacity due to a setup for alloy k)

Note: Although demand is daily, the planning periods are defined by furnace loads of which there

are L each day. Thusift =L, 2L, 3L, ... thend; =0, h; =0 and h; = 0. These data parameters can

be positive only when the subscript ¢ corresponds to the last period of each day i.e., if t = L, 2L, 3L,
h;>0and k> 0.

...thend> 0,

Variables:

it =

Xit

+
It
I

Y

zf

it =

Quantity (lot-size) of item 7 to be produced in period ¢

Inventory of item 7 at the end of period ¢

Backlog of item i at the end of period ¢

Binary variable, = 1 indicates that the furnace is configured for the
production of alloy k& in period ¢, otherwise = 0

Binary variable, = 1 if there is a setup of alloy % in period ¢, otherwise = 0.
Thus zf= 0 if ¥51 > »F and zf=1if yFi<yf. It is relaxed to be

continuous for reasons explained below.



The mathematical model is formulated as:

o NT o KT r
Minimize Yl +h L)+ X XSz ) €))
i=lt=1 k=11=1
subject to:
Iy =TI+ xa— I+ Ii=dy 15 L,..N =1,..,T ()
Y pixie + stuzk < Capyt k=1,.,K t=1,.,T 3)
ieS(k)
z> Yk -k, k=1,.,K t=1,.,T 4)
£ &
Yyk<i t=1,..,T (5)
k=1
ye e {0,1} with y¥=0 k=1,.,K t=1,.,T (6)
zf 20 k=1,..K t=1,.,T )
xi 2 0 integer i=1,.,N t=1,.,T (8)
I; and I; 20 i=1,.,N =0,..,T 9)

The first part of the objective function (1) minimizes a weighted sum of inventory and
backorders penalties for each period. The second part minimizes the setup penalties, i.e., the alloy
changes in each period. Thus the objective function seeks a weighted balance between conflicting
objectives: stocks, backorders and setups. The human scheduler can use his knowledge and
experience by varying the values for %, A; and s to explore alternative production schedules.
However, multi-objective optimisation theory [25] suggests that there will almost certainly not be a
one-to-one correspondence between the (4,s)-parameter values and possible schedules.

Constraints (2) balance inventories, backorders, demands and production of items for every
item in each period. Constraints (3) not only keep production within the furnace capacity, but also
ensure that only items of the same alloy are produced in a particular furnace loading. As y,k and
yf_l are both binary variables, constraints (4) force the continuous variable z,k to be at least 1 if
there is a changeover to alloy k£ and, along with constraints (7), to be at least 0 if any other case.
The minimising of the objective function leads the z,k variables to assume just 0 or 1 values in any
solution which is continuously optimal, even if not integer optimal for the x;; and y," variables (for
example, at nodes during a branch-and-bound search). Constraints (5) and (6) ensure that there is
only a single furnace loading in each period.

In captive foundries, lot sizes tend to be large since there are just a few types of item (generally

components of standard products) which have a large stable demand, so that the integrality of x; can



usually be relaxed. However, in contrast, the integrality condition is necessary for small market-
driven foundries with their many small orders. Furthermore, an item cannot be partially made in
one period and then completed in another.

Constraints (9) measure inventory /; and backlogs I; as non-negative variables, but note that
in a continuously optimal solution, I; and I; will not both be strictly positive, for a given pair
(1,0, due to their positive coefficients in the objective function.

Model (1)-(9) shares some similarities with the lot sizing and sequencing models in [8].
Sequencing decisions are implicitly determined by the furnace configuration variables y,", but
differently from [8] where an item’s setup authorises the production of only that item, in our model
the setup of an alloy makes possible the production of any item that use the alloy. Thus the small
bucket concept in [8] is indirectly present, allowing the production of a particular set of items per
period rather than a single item, resulting in a joint scheduling model for material processing ( y,k)

and lot sizing (x;) as in [26].

4. Solution Method

Depending on the number of items and periods, lot-sizing MIP models are often very large in
practice so that even heavy-duty solvers such as Cplex 7.1 [27], are unable to identify provably-
optimal solutions in acceptable computational time. Trying to solve model (1)-(9) with realistic data
using MIP solver Cplex 7.1 on a Pentium III 500 MHz with 512 MB of RAM, the default branch-
and-cut (B&C) search ran out of memory without converging to optimality. The best solution
found (incumbent) was poor compared to the lower bound.

However, it is not generally worthwhile investing a lot of computing time in the search for an
exact optimal solution, given that input data is often imprecise in small foundries and in
manufacturing generally. A more useful outcome might be a quickly-obtained solution of good
quality. Backorder penalties are usually subjective estimates and the order book is changeable,
being updated daily, so a theoretically optimal solution to model (1)-(9) will almost surely not be
the best in practice. As a result, the exact model can be relaxed to a smaller faster one that includes
integer variables only for the planning periods up to the time of the next rolling horizon application
of the model, as in [28]. Only the production decisions relating to the immediate periods are
actually implemented, after which the horizon of length T is rolled forward and the model applied
once more with updated order and inventory information. In this way, updated orders are easily

taken into account.



4.1 Rolling Horizon Method

Typical of the small foundries encountered in the course of this research, suppose that each
furnace load lasts about 2 hours and that a working day can fit in 10 loads. In this section, we
consider the immediate periods as those in day 1, i.e., the first L = 10 furnace loadings.

To apply the rolling horizon method, the model (1)-(9) is modified as follows. Let /; be
maximum permitted number of furnace loadings in period z. Redefine y,k as the (integer) number

of furnace loadings of alloy £ in period ¢, and replace constraint (5) by:

K
k
kZ_}yr <l t=1,.,T (5*)

In this way, the time periods ¢ can have flexible lengths depending on the value of /; ranging
from a single furnace loading (/; = 1, i.e., 2 hours) up to one working day (/; = 10). The proposed
rolling horizon method sets ;=1 for ¢t = 1,..., 10 (i.e., detailed day 1 scheduling), and /;; =/, = ;3
=1;4,=10 to aggregate several furnaces loadings in days 2 to 5 (periods ¢ = 11 to 14). The resulting
model has a horizon of 5 days (sufficient in a small foundry) using only 7= 14 periods, as shown in
Figure 2.

For the first day, the method determines a detailed schedule considering short periods where
each loading is planned separately. The next four days are planned considering long periods so that
excess demand in these periods can be produced earlier in time if necessary and possible. Thus the
z," variables relate to only the first day of scheduling. The decisions concerning the first L periods
are implemented before advancing the horizon by L periods and applying the model again. To
reduce problem size and computing time, the integer x; variables are relaxed for periods ¢ = L+1,...,
T. The y,k variables for periods ¢ = L+1,..., T could also be relaxed, but are kept integer to improve
future capacity evaluation. Thus constraints (6) to (8) can be replaced by constraints (6*), (6**),
(7*), (8*) and (8**) below.

Model (1)-(9) is replaced by the following model, denominated RH:



Model RH:

L NT . KL ‘
Minimize X(hd +h I )+ Y Y(sz,) 1"
i=lt=1 k=1t=1
subject to:
IZ:«I = Tl + xit - It + Iq = dy i=14,.,.N t=1,.,T 2)
Y pixi + styzf < Capyf k=1,..K t=1,.,L (3%)
ieS(k)
Y pixi < Capy* k=1,.,K t=L+1,.,L (3*%)
ieS(k)
k> gk -3k, k=1,..K t=1,.,L (4%
K &
2y < t=1,..,T (5*)
k=1
¥ e (0,1} k=1,.,K t=1,.,L (6%)
¥/ > 0 and integer k=1,.,K t=IL+,.,T (6*%)
zf >0 k=1,..K t=1,.,L (7
xir 2 0 and integer i=1,..N t=1,.,L 8"
x>0 i=1,..,N t=L+,.,T (8%%)
I} and I; 20 i=1, . N t=1,.,T 9)

In model RH, as in model (1)-(9), the demand for items with due date on the first day is
allocated to the last period of the first day, i.e., to period ¢t = L = 10. Demand for items with due
date on the second day is assigned to period L+1 = 11, on the third day to period L+2 = 12, and so
on.

Model RH maintains the similarity to the General Lot-Sizing and Scheduling Problem (GLSP)
in [8]. Day 1 can be considered a large time bucket divided into 10 small buckets in each of which
only one alloy can be produced, while days 2 to 5 are, temporarily, indivisible large buckets with
multiple alloy production.

Model RH model is much smaller than the model (1)-(9), but still not small enough to be
solved optimally with realistic data using MIP solver Cplex 7.1 within acceptable computing time.
However it is possible to solve the model in two phases using the relax-and-fix method [24]. This
involves the solution of a series of partially relaxed MIPs, each with a small enough number of
integer variables to be quickly and optimally solved by Cplex. As the series progresses, each set of

integer variables is permanently fixed at their solution values. The procedure is similar to a depth-



first identification of an initial integer solution for a MIP model in a branch and bound search. Its

big advantage is speed. The basic relax-and-fix procedure, denominated RF, is as follows:

Basic Relax-and-Fix Method (RF):

1. Maintain the first day’s y,k (t = 1,...,L) variables as binary (the 10 furnace loadings that are the
most important decisions in our rolling horizon method) and relax all the other integer variables.
The resulting model is submitted to branch-&-cut search to try to find an integer optimal solution

within a specified computing time limit.

2. The first day’s y,k (t = 1,...,L) variables are then fixed at their binary values from the solution in
step 1. The y,k (t = L+1,...,T) variables and x; (¢ = 1,...,L) variables are specified as integer. This
results in a model that can be optimally solved with Cplex in a few seconds. The MIP is easy to
solve since, once a binary variable y,k is fixed to 1, then by constraints (3*), x;, = 0 for all i ¢
S(k), i.e., there is no production of items that do not use alloy k in period ¢, thus eliminating many

integer variables.

A pure rolling horizon strategy would apply the RF method, implement the first day’s
variables, and then a new rolled horizon T would be considered. Note that a solution to model RH
is not a solution to model (1)-(9), as only the first day’s 10 loads are scheduled, while the other days
are planned only approximately. However, the application of model RH 5 times starting
consecutively at periods 1, 2, ..., 5, with an always-shortening horizon (T = 5, 4, 3, 2, 1), will

produce a feasible overall solution to model (1)-(9), enabling a comparison of results.

4.2 Local Search (LS)

The basic RF method is dependent on a solver such as Cplex to solve two MIP problems. The
first problem is to solve (and then fix) just the first day’s binary variables. The second problem, in
step 2, is to try to find an optimal solution for variables y,k (¢=L+1,.., )and x;; (t=1,..., L).

To solve the MIP for the first problem, a local search method [29-31] is used to find good
values for day 1's binary yf (+=1,...,.L) variables. Starting, for example, with a random solution and
fixing these variables, all the other integer variables are relaxed and the resulting linear
programming model is solved. In the next local search iteration, the day 1 binary variables are
modified so that a neighbouring solution is identified and the linear program is solved again.
Depending on certain criteria, the neighbouring solution may be adopted in which case it becomes

the current solution and the local search proceeds to the next iteration. The best solution



encountered as the search progresses is recorded. When the stop criterion of the local search is
satisfied, the y,k (t=1,..., L) variables are fixed at the best solution found.

In order to implement the local search method (Algorithm 1), it is necessary to define a series
of parameters. In this paper, the solution representation consists of an array with L=10 positions,
each of which represents the alloy used in one of the L furnace loadings in the first day. For
example, the solution represented by the array (2, 2, 20, 1, 4, 4, 8, 2, 10, 3) means that the first two
furnace loadings are with alloy type 2, the third loading with alloy type 20, and so on.

Three different types of construction heuristic were tested to obtain an initial solution: (1) a
randomly greedy heuristic that chooses alloys & that have more associated items |S(k)| with a larger
probability; (2) running the MIP Cplex solver for a few minutes to obtain a initial solution; (3) a
random allocation heuristic, i.e., each period is randomly assigned an alloy. The search is stopped
after 1000 iterations, sufficient to obtain a good solution in acceptable computing time.

A neighbouring solution is selected by changing an alloy in a position to another alloy. The
alloy to be changed is chosen either (with 90% probability) randomly, or (with 10% probability)
using a greedy heuristic with a proportionally larger probability if the alloy has fewer associated
items. Likewise, the new alloy is also chosen either randomly (90%) or using a greedy heuristic
(10%) with a proportionally larger probability if it has more associated items. This selection
mechanism lightly biases the selection towards more widely-used alloys, and was adopted after

initial testing showed its positive impact.

Algorithm 1 (Local Search Procedure)
1. Select a starting solution { y,kl t=1,.,L}.
2. Relaxthex;(t=1,...,T)and y,k (t=L+1,...,T) integer variables.
3. Record the solution of the resulting linear programme as the current solution.
4. At each of IT iterations, do:
(a) Generate a neighbouring solution: select a period ¢ (1 < ¢ < L) and choose its new alloy £,
as described above.
(b) Fix the values of the first day’s y{‘ variables and solve the resulting relaxed linear
programme.
(c) Move to the neighbouring solution if it is better than the current one.
5. Fix the values of the y,k (¢t =1,...,L) variables in the best solution found in step 4. Restore the x;,
(t=1,...,L) and the y,k (¢ = L+1,...,T) to be integer variables, and solve the resulting small MIP

to obtain an optimal integer solution.
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Many researchers have proposed ways to improve local search performance, including [29, 32-
36]. In this paper, we used two strategies: Diminishing Neighbourhood search method and

Simulated Annealing, with the same basic parameters as the local search described above.

4.3 Diminishing Neighbourhood (DN) Search

This method adapts local search, beginning with a large neighbourhood to encourage diversity,
and then gradually diminishing its size so as to increasingly intensify the search. Too small a
neighbourhood could cause premature convergence and increase the risk of stagnation at a local
optimum, while too large neighbourhood one would lead to random meandering and an inefficient
search. The search starts with the largest possible neighbourhood, i.e., all L alloy positions in a
solution can change, and ends up with a neighbourhood where just one position is changed, i.e., as
in the local search in section 4.2. The same stopping criterion of 1000 iterations was appliéd.

[37] used a similar method for lot-sizing on a drinks canning line. [38] also proposed, in a

different manner, the use of varying-sized neighbourhoods.

4.4 Simulated Annealing (SA)

Simulated Annealing is an extension of local search that tries to avoid stagnation at a local
optimum by permitting worsening movements whose probability of occurring is a function of a
gradually cooling search “temperature” and the amount by which the new solution is worse than the

current one.

The best results were obtained with the following parameters after initial computational tests:

- Initial Temperature T;: The formula based on the initial solution by [34] was used:
4 x Value of the Initial Solution
Ti =
- log(6)

where 4 = 0.6 and 8 = 0.9 indicate that at the start of the search a solution that is 60%

worse than the current one has a 90% probability of acceptance.

- Temperature Reduction Factor: This was set at 0.95. Furthermore, a second
temperature reduction process was used consisting of smooth decreases each time a
worse solution is accepted, in line with the following empirical formula:

T = T,-—(O-le,-x A"fvj
()

where ofv(S) is the objective function value of the previous solution, and Aofv is the

amount by which it worsened. Note that the worse the accepted solution, the greater the

11



reduction in temperature, thus penalising the acceptance of worse solutions through

temperature reductions.

- Number of iterations to reach equilibrium at a given temperature: 50 iterations were

allowed, but 10 iterations where the solution is accepted, even when worse.

- Worse Solution Acceptance Function: The conventional function was used:

p(AC) = e—(é;j)

where T is the temperature and Aofv as defined above.

5. Computational Experiments

In this section, we describe first how the test data was generated, then analyse the test results to
compare the three neighbourhood search methods and the basic relax-and-fix method, and finally

consider computing times.

5.1 Data Generation
Consider following parameter definitions:

a; the number of days by which item i is already delayed at the beginning of the schedule,

ie.,atr=0.
S the production priority level for delayed item i .

o physical weight of item i (previously defined in section 3)

A value of zero for o; means that the item’s due date is day 1. Suppose that an item i is
already delayed by a; > 0. Then at the end of periods ¢ = L, L+1,...,T the item’s delay will be a;+s-
L+1. Its backorder penalty A is calculated as p(ai+t-L+1)/3 so as to increasingly penalise any
further delay in its production. However, if item 7 is not delayed, ie, o; < 0, then it can be produced
up to period L+ e, without being delayed. Thus, for t = L+a/, a positive value I « > 0 means a day
of delay and so 4 is also calculated by as p{a;+t-L+1); for this period onwards.

Furthermore, if item i is not delayed at the beginning of the schedule, then the variable
I can be positive (i.e., item i can be produced before its due date) and its inventory penalty 4} is
defined as proportional to its weight p;. In this case, to force [j; to be zero (given that there is no
delay), the backorder penalty h; is set to be a very large number G. Similarly, in the case of a

delay, its inventory penalty Z; is also set to G to force ] 3 to be zero.

12



In summary:
ifa; >0 [i.e., item i is already delayed at the start, or the due date is day 1] then

fort=L,...T, let h; = pi(o+t-L+1)B and b = G;
else [ie., (ai <0, meaning that item i will be delayed after period L+|c]

fort=L,...,L+|cij-1, let hy =G and hj =p;;
for t= L+|ai,..., T, let hy = pi(a+t-L+1) G and hj, =G.

If an already delayed item will also be in demand within the planning horizon, then it will be
considered within the model as two distinct items in order to have two different penalty backorder
values. Although this could considerable increase the size of the model, in practice it will do so
only a little at most, as it is rare in small market-driven foundries to have the same item demanded
on different days within the one-week planning horizon. The two distinct items use the same alloy
and have the same physical weight, of course, and so will not logically distort furnace scheduling
via expression (3*). The use of a classical model that associates setups with items (rather than
alloys) would have resulted in additional setups if such demand-splitting had been applied.

It might be tempting to explicitly prohibit backorders in the model, but as backorders are
frequently unavoidable, this would result in infeasible problems and be unrealistically rigid. It is far
better to include the possibility of backorders in the model and let the human scheduler manage
them, calibrating the production priority parameters £. for individual items. Moreover, backorders
help the scheduler to evaluate due dates. For example, if diz =30, then a model solution where [;j,
=10, I; 1+1 =5, Ii 1+2 = 0 flags that the demand for item 7 will be fully met only after 2 days of
delay. In this case, the client could be alerted and, if necessary, the scheduler could increase the
value of parameter £ for that item or renegotiate the item’s due-date.

The uniform sampling intervals used to randomly generate the test data were based on real
cases encountered in small foundries, as shown in Table 1. Though not all-encompassing, the
values are sufficiently typical to be confident that the test results will provide generally applicable
conclusions. The furnace capacity base parameter C was generated as follows: first calculate the
resources needed to exactly produce total item demand over the planning horizon (in this case 5
days, i.e., 50 furnace loads); then add the total setup time needed if the furnaces were setup just
once for each alloy; finally divide the number of furnace loads, i.e., 50. Hence:

N T K
_ X2 dupit 2ty

C = g k=1
50
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Thus in Table 1 four different levels of the tightness of Furnace Capacity Cap are shown (i)
Very Loose capacity: Cap = C/0.6; (ii) Moderately Loose: Cap = C/ 0.8; (iii) Moderately Tight:
Cap= C/1.0; (iv) Very Tight: Cap= C/1.2.

The parameters (V,K) pairs, sx and Cap were varied in a 3-factor experimental design. Each
factorial combination was generated 10 times, using a different random seed each time, resulting in
a total of 3x2x4x10 = 240 test problems to obtain the computational results. Each generated test
problem was solved using the three neighbourhood search methods (LS, DN and SA) and the basic

relax-and-fix method (RF) to obtain a complete 5-day schedule.

5.2 Solution Quality

As commented previously, it was not viable to solve model (1)-(9) to plan all furnace loadings
at once over the whole 5-day horizon. Even after running for 10 hours, the Cplex incumbent
solution was on average 22% worst than the basic RF solution.

For small problems (N = 10, K = 2) using the basic RF method, Cplex easily found the optimal
solution for all of the MIPs it solved in each of the 5 days, but less than all solutions for medium
problems, and much less than all solutions for large problems. Table 2 shows the percentage of test
problems where the basic RF method fdund the MIP optimal solution within 3, 6, and 12 minutes
respectively for the small, medium and large problems. The basic RF method in section 4.1 used
the MIP incumbent solution founded within these times limits.

Table 3 shows the mean solution variation of the heuristic LS, DN and S4 methods compared to
the basic RF method, calculated as:

(Heuristic Solution — RF Solution)
RF Solution

x 100%

Variation =

Note that the three heuristic methods generally performed nearly as well as the basic RF
method, the best being SA, then DN, then LS. Some simple modifications, such as those in DN,
help LS to avoid stagnation at a local optimum, thought not totally. LS converges rapidly to a local
optimum while DN and SA take many more iterations to achieve their best solution.

For small and medium problems, the LS method had the worst mean performance (4.36% and
3.38%), followed by DN (1.93% and 2.72%), then SA (1.02% and 1.48%). For large problems, the
mean performance of LS improved to 0.90% respectively, and in fact was better than DN (1.31%),
though worse than SA (0.56%). This difference in relative performance might be explained by two
reasons. Firstly, for problems of all sizes, both LS and SA will follow the same search trajectory,
but when either reaches a local optimum, LS has no way to jump out of it and so the search
stagnates there, whereas SA can go to a worse solution to get away from the local optimum. The
DN search follows a different path than LS and SA, and if it gets stuck at local optimum, this tends

to be when its neighbourhood is near its minimum size towards the end of the search. Table 3
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suggests that DN search is advantageous for small and medium problems, but not for large ones.
Secondly, recall from Table 2 that the larger the problem, the fewer MIPs Cplex 7.1 is able to
optimally, thus weakening the basic RF method. This means that the LS, DN and SA methods are
not being compared against proven optimal MIPs solutions, but against possibly-suboptimal
incumbent solutions obtainable within branch-&-cut search time limits.

Table 2 also shows that tightness of capacity does not much affect the basic RF method, with
the possible exception of medium problems. However, Table 3 indicates that, regardless of
problem size, there is generally less variation (i.e., better performance) of the LS, DN and SA

methods relative to RF when capacity is tight and/or when setup penalties are small.

The computing time spent by the LS, DN and SA methods to solve each MIP was about 1, 3
and 5 minutes respectively for small, medium and large problems. These are viable times for
practical problems and faster than the time spent by the basic RF method (3, 6 and 12 minutes
respectively). The solution of the final MIP in step 4 (algorithm 1) of the LS, DN and SA methods
was limited to a maximum of 5 minutes of computing time. In practice, the MIP was usually solved
by Cplex in less than 10 seconds, even for large problems, almost certainly because the binary ytk (

t=1,...,L), variables had been fixed, leaving only the non-zero integer x; values to be optimised.

6 Conclusions

This paper modelled as a mixed integer linear programme (MIP) the production planning and
scheduling in small market-driven foundries of the kind found in many countries. However, it is
not possible to optimally solve the overall model within many hours of computing time, even using
an advanced heavy-duty MIP solver. In order to efficiently solve the model approximately, a rolling
horizon approach and associated relax-and-fix (RF) procedure was developed. Four solution
methods were proposed using a basic RF approach and three variants of neighbourhood search.
The computational results showed that all four solution methods are practicably fast and can be
used operationally in small market-driven foundries. With respect to the basic RF methods on the
one hand and the three neighbourhood search on the other hand, there is a light variation trade-off
between solution quality and running time, especially in the presence of loose capacity and large set

up penalties.
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Figure and table captions

Figure 1. Main activities in the foundry

Figure 2: Number of furnace loads planned using a rolling horizon strategy.

Table 1: Parameters used for generation of uniformly-distributed test data.

Table 2: Percentage of test problems in which Cplex found an optimal solution for all the RF MIPs

Table 3: Mean solution variation (%) of the LS/DN/SA heuristics compared to the basic RF

method.

Start
Orders

Production
Planning
Section

Furnace
Section

l

Moulding
Section

l

Pouring
Section

Deburring
Section

Figure 1. Main activities in the foundry
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Figure 2: Number of furnace loads planned using a rolling horizon strategy.

Parameters

Values

Number of Items and Alloys: (¥, K) pairs

Small Problem: (10, 2)
Medium Problem: (50, 10)

Large Problem: (100, 20)

Number of Days: 5
Demand: dj [10, 60}
Days of Delay: a; [-10, 10]
Priority Level: g; 1
Physical Weight of Item: p; [1, 30]
Setup Time of Alloy: st [5, 10]

Setup Penalty of Alloy: s

Low: 5xst;  High: 50 x st

Tightness of Furnace Capacity: Cap

Cc/06, C/08, C/1.0, C/12

Table 1: Parameters used for generation of uniformly-distributed test data.

20




ProblemSize | Smadl: (N, K) =(10, 2) Medium: (N, K) =(50,10) | Large: (N, K) =(10, 20)

Se‘“*’;e"a“y C/06| C/0.8| C1.0| C/1.2| CI06| C/0.8| CI1.0| C11.2| C/0.6| C/0.8| C/1.0| C/1.2

5 x sty 100 | 100 | 100 | 100 | 62 | 66 | 68 | 80 | 44 | 42 36 | 56
50 x sty 100 | 100 | 100 | 100 | 68 | 68 | 86 | 90 | 44 | 42 | 32 | 44

Table 2: Percentage of test problems in which Cplex found an optimal solution for all the RF MIPs

Method: LS DN SA

Setup Penalty Factor s | 5xst, 50xsty Mean | 5xsty 50xsty, Mean | 5xstc  50xsty, Mean
Prob. Size | Capecity
C/0,6 467 15.36  10.02 3.50 7.72 561 0.86 4.56 27
Small: C/0,8 2.85 5.56 4.21 0.70 2.37 1.83 0.52 168 1.10
(N,K) = Ccn,0 1.3 1.86 1.61 0.00 063 0.32 0.21 0.32 0.26
(10,2) Ci1,2 1.46 1.74 1.60 0.17 0.36 0.26 0.00 0.00 0.00
Mean 258 613 436 | 1.09 277 193 | 040 174 1.02
C/0,6 1.88 9.64 5.76 1.91 7.69 480 1.27 275 2.01
Medium: C/0,8 1.25 521 323 1.11 4.50 2.80 0.62 241 1.51
(N,K) = Ccn,0 0.97 423 260 0.74 297 1.86 0.58 0.77 0.67
(50, 10) Ci1,2 1.13 273 1.93 0.89 1.956 1.42 0.88 2.58 1.73
Meen 131 254 338 | 116 428 272 | 084 213 1.48
C/0,6 0.18 2893 1.56 1.68 293 230 | -001 141 070
Large: C/0,8 0.19 2.05 1.12 0.33 227 1.30 0.19 1.08 0.63
(N,K) = C10 | 015 09 040 | 005 128 067 | -015 096 040
(100, 20) cn,2 002 1.01 052 | 038 160 099 | 000 101 0.51
Mean 006 174 090 | 061 202 131 | 001 111 0.6
OverallMean(%) | 132 444 288 | 095 302 199 | 041 163 1.02

Table 3: Mean solution variation (%) of the LS/DN/SA heuristics compared to the basic RF
method.
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